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ABSTRACT

This paper presents an overview of knowledge creation in a ternary Boolean algebra of classes and binary relations.  The knowledge creation process involves both the induction and deduction processes to create the most “interesting” IS-A hierarchy of classes.  This IS-A hierarchy will contain “interesting” class containments from which rules may be proposed and verified.  These rules are proposed by looking at the “extent”, or the set of instances of the class, and noticing that all objects in a class “unexpectedly” satisfy some predicate.  If this predicate does not follow from normalizing the other predicates in the “intent” of the class, then a rule can be proposed that all members of this class satisfy the predicate.  A theorem prover may then attempt to prove the predicate from previous rules and the other predicates in the intent.  The deeper the proof tree, the more interesting is the rule.
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1. Introduction
Douglas Lenat, the creator of AM [1], Eurisko [2], and the founder of Cycorp, Inc., has given us guidelines on how to use heuristics to locate “interesting concepts”.  Others [3,4] have re-implemented Lenat’s ideas and have had excellent results, where the computer has suggested  over 40 “interesting” theorems for mathematicians to prove.  Some of these proofs have been published by mathematicians, whereas others have been published after using computer-generated proofs.

In this paper we discuss how to generate “interesting” class and relation definitions by using examples/counter-examples to reason inductively as well as deductively.  

Each class in class algebra [5-8] corresponds to a concept.  A class is a pair:

1. Intent:  String


A normalized class algebra expression 

2. 
Extent: Set(DBObject) 

The extent is a collection of database objects that satisfy the intent.  This collection may be a list, an indexed set, or a SQL result set, one object per line.

A class may be given 0 or more names besides its intent, which is its canonical name.  This map from class names to normalized intents can also be included as part of the definition of class algebra, along with the relation “superclasses” and its inverse “subclasses” and their transitivity and anti-symmetry axioms.  Other explicit relations and implicit Prolog-like query definitions are included as “axioms” that are used when normalizing class algebra expressions.  The merging of OWL ontologies, distributed object references, etc., could also be added to the theory of class algebra, but this would probably be more suitable as an implementation specification rather than an abstract theory.

Both the intent and extent satisfy the laws of ternary Boolean algebra [9].   A ternary Boolean algebra has max/min operators which are similar to binary Boolean algebra’s + and * operators, respectively.  The ternary Boolean algebra has other operators, such as shift up/down, which allow the “unknown” value to move up to “true” or down to “false”, effectively mapping the ternary Boolean algebra to a binary Boolean algebra.  Our ternary Boolean algebra is special in that it contains a pseudo-complement operator that is used during deductions, and a true-complement operator that is used during normalization of class algebra expressions.  The normalization process forces the fuzzy values to satisfy the Boolean axioms, whereas the pseudo-complement is used to assign a fuzzy interval to any class algebra expression when interpreted on a given object.

The current definition of class algebra only permits the following predicates: 

1. declaredClasses(namedClassIntersection)

2. in(classExpr.attrName, rangeSet)

3. in(classExpr, DBObjectSet)

4. in(classExpr, namedClassIntersection)

5. in(cnt(classExpr), posintRangeSet)

The declaredClasses predicate is added to all objects that are created in the intersection class of the given named classes.  The canonical name of the intersection class is obtained by sorting the class names and deleting any ancestor class of any of these classes from the sorted list.

The above predicates all have an implicit “This” variable which matches the database object (i.e. DBObject) whose fuzzy membership interval is being calculated, but the other arguments are constants.   The rangeSets are in sorted disjunctive normal form (SDNF).  That is, they are a disjunction of sorted, non-overlapping intervals of primitive values (for attributes), a sorted set of object identifiers (for enumerated selections), or a sorted list of class or query names for nested selections.  The primitive range values of any attribute must have a well-defined lattice of union/intersection/differences.  Since the predicates involve no explicit variables (i.e. the rangeSets are fixed and there are only a finite number of SDNF’s of their union/intersection/ difference expressions), they act as though they were predicates of propositional logic.  Therefore, the logical expressions involving these predicates can also be put into a sorted disjunctive normal form, and “containment” (i.e. logical entailment) of one logical formula by another logical formula can be easily determined by using either truth tables or a theorem proving procedure like resolution.  This leads to an implicit Boolean lattice of classes which contains an IS-A hierarchy as a sub-network.  We are interested in automatically identifying “interesting” sub-networks.

2. A TERNARY FuZzy BOOLEAN ALGEBRA OF CLASSES

Fuzzy class Algebra is a fuzzy ternary Boolean algebra of classes and binary relations, where the fuzzy union, intersection, and difference operators of a class “extent” correspond directly to the and/or/not operators of the class “intent”.  This correspondence is made possible by using both a “true complement” ~ operator and a “pseudo-complement” – operator.  The true complement satisfies all of the Boolean axioms, whereas the pseudo-complement satisfies DeMorgan’s Laws and distributivity, but 

x + –x 

and 
x * -x 

are not simplifiable.  When a formula is evaluated in a fuzzy interpretation, DeMorgan’s Laws and the distributivity of “*” over “+” are used, as in the dual form of resolution, to first put the formula into a sorted disjunctive normal form. Then the formula is evaluated using min-max operators on fuzzy intervals that are associated with the predicates.  In the normalized form, the pseudo-complement simply acts as a predicate prefix, similar to “non” or “un”.  

The normalization process makes sure that the interpretation satisfies the Boolean axioms for the true complement “~”.   The procedure is implemented in Prolog and is available for inspection at http://www.cs.ccu.edu.tw/~dan/fuzzyProlog.txt.

Each normalized formula is assigned a fuzzy interpretation [-f,t], where f and t are real numbers in the range [0,1].  This interpretation is based on proof trees for the formula and its pseudo-complement.  A proof tree must involve only one direct linear proof.  Its leaves are unit literals (i.e. a predicate p or one of the terms –p or ~p or ~ -p).  The maximum of these proof trees is obtained by using the “min” function applied to all of the leaf literal “t” values.  This maximum occurs only if the leaf predicates are all consequences of one of the leaf predicates.  If the predicates are mutually independent, the multiplication operator can be used instead of min for an upper bound.  Otherwise, if it is known that any of the leaf predicates are mutually exclusive, the upper bound is 0.  

Similarly, the min of all of the leaf values gives an upper bound on the value for a single proof tree for the pseudo-complement of the formula.  Again, the f represents an upper bound on a single proof tree for the pseudo-complement of the formula, whereas t is an upper bound on any one direct proof of the formula, where the proof tree has unit literals on the leaf nodes.  The proof trees are the same, with the formulae complemented and the dual form of resolution being used, and the interpretations use the opposite bounds when calculating the min’s.

The interval [-1.0, 1.0] indicates that the formula is both provably completely false and completely true.  In traditional logic, such inconsistent fuzzy values for an interpretation indicate some inconsistencies in the axioms. Traditional logic is unusable when axioms are inconsistent.  Class algebra, however, is based on a version of intentional logic [12,13], in which such contradictions are detectable and  provide useful information for the axiom writer.  

The “shift up” operator of ternary Boolean algebra effectively replaces “~” by “-” in the SDNF form, thus shifting unknown values to true.  The term ~x * ~ –x represents “unknown(x)”, and so such a term is replaced by –x * - -x after doing the shift up.  This expression only has the value unknown if its input x is unknown, but this unknown value is shifted up to true.  Similarly, the shift down operator effectively replaces “-” by “~” in the SDNF form.  In such case, any term for unknown(x) (i.e. “~x & ~ -x” for any predicate x) simplifies to false.  Since we are calculating an upper bound on direct proof trees by using the min operator, we shift up before calculating the min’s, so as to allow such “unknown(x) terms” to be retained in the normalized SDNF form.   When doing the fuzzy interpretation, the terms ~x & ~ -x will be given a fuzzy interval [min(-f(x),-t(x)), min(f(x),t(x))].

3. INTERESTING PREDICATES

The and/or/not operators produce a bi-lattice structure [10] for any given set of predicates and their pseudo-complements.   The other side of the bi-lattice is flipped upside down, and the formula at the corresponding flipped node is the pseudo-complement of the original formula.

For a normalized formula, the conjuncts are the canonical names of concrete classes.  The disjunction of conjuncts represents an abstract union of classes.  Abstract union classes are only allowed to have abstract objects, which become concrete objects when all of the attributes and relations are assigned to actual values, including a specific “declaredClasses” relationship.  If a new object’s current values do not satisfy all of the intents of the declaredClasses and their ancestor classes, the object is also moved up to an abstract class above the intersection of the declaredClasses, and its “valid” attribute is set to “false”.  Such invalid objects are not included when calculating the class count or the other attribute statistics for the class’s objects.   Once valid attribute and relation values have been assigned to such an object, it will remain in the intersection of the declared classes since assignments will be rejected if they invalidate any of the intents.

4. Interesting subclasses

Simple learning algorithms such as ID4 are based on the main idea from Shannon’s information theory, that 


#bits =  sumi ( pi log(pi))

is minimized when the pi are all about equal to each other (i.e. their distribution is almost uniform).  In other words, if each subclass has approximately an equal number of objects, then the IS-A hierarchy will be the shortest, and it will contain the most information per node.  This is an important heuristic that can be used to select an “interesting” predicate to divide a class into subclasses.  Of course, we do not want to divide a node into too many subclasses, either.  So continuous values and many-valued relations and attributes can be divided into 3, 5, or 7 fuzzy granules, based on the number of standard deviations from the mean.  Overlapping fuzzy interval distributions of the granules allow a continuous change in fuzzy memberships in these granules as the input value changes.  The sum of the fuzzy interval memberships is used as an estimate of the size of a granule, the size of a class, or the arity of a relation.


The above heuristic, however, has its limitations.  A purely random attribute value is not really very interesting.  For example, the last digit on the license plate number of a car is not a very useful concept for classifying cars.   Rather, we are interested in “unusual” or “abnormal” distributions.  For example, it would be interesting if most accidents occurred for “grey-colored” cars.  This could not be proven by the above normalization process unless there were axioms that allowed us to deduce that human eyes cannot as easily distinguish grey colors from other colors in dim light.  Such a proof would be rather complicated, and this is therefore a rather unexpected relationship.  

Another example is that growing things are often green, contain chlorophyll, need light, and change carbon dioxide into carbon and oxygen molecules, unless they contain a mouth and brain and are capable of self-motivated movement toward a food source.   Sometimes a class is interesting even though it is very small.  For instance, an animal that has no mouth, or one that has no brain, or one that has no muscles would be considered to be very interesting by most people.  This is because predicates are often related to each other.  They are true or false because of a result of a complicated process which relates their values.  The relationships between these predicates are not based on any logical tautology, but result from deep semantics of some physical processes.  That is, when almost all objects of a class satisfy several predicates, then there is probably an interesting relationship between the subclasses associated with those predicates.  There may be a logically provable equivalence or containment relationship, as indicated by subset containments of the extents.   That is, the subset containments are a good indication of logical containments.

If all objects belong to a particular subclass, it can be assumed that the extra predicate that was added onto this class’s intent must always be true.  In this case, an attempt can be made to formally prove that this predicate follows from the other predicates and the axioms.

Another main source of “interesting” subclasses is from user queries.  These queries are stored in the IS-A hierarchy under the declaration classes.  The more users who use a given predicate to define queries, the more interesting are the subclasses defined by that predicate.  

5. DEDUCTIVE RULE additions

As mentioned, the normalization process can tell whether or not an intent J can be inferred from another intent K.  It can also be said that the super-class J “contains” the sub-class K.  In this case, SDNF(K~J)=false, and all of the objects in K are also necessarily contained in J.   For example, if K has the SDNF  (p*q*r + s*t) and J is a superclass with the intent (p*q + s), then K~J= (p*q*r + s*t)*(~p + ~q)* ~s, which simplifies to false since every conjunct in the disjunctive normal form contains a complementary pair of literals.


In general, the IS-A hierarchy represents all direct implications, where any subclass intent and the axioms are sufficient to prove any ancestor class’s intent.  That is, the deductions involving the axioms are all built into the IS-A hierarchy.  Although not all proofs by case analysis and proofs by contradiction are discoverable by the Horn-clause logic that is used in class algebra, reasoning about disjoint subsets of values in disjoint subclasses is often sufficient to prove many such theorems.   

6. RECOGNIZING ANALOGIES

As mentioned, many attributes and relations that we see in the physical world are the result of complicated processes whose general features can be modeled by simple axioms.  As we discover these axioms, we can start to recognize which axioms are “obvious” (i.e. recognizable using SDNF alone) and which ones are “unusual” (i.e. their proofs involve the use of other axioms).  The unusual axioms can be added to a given class, but they can often be generalized to apply to other classes than the one for which they were originally defined.


A relation defines a graph if the domain and range are the same.  The subclasses of graphs and their relations and operator definitions form a theory.  For example, graphs can be classified as being symmetric or not.   Any binary relation can be checked for symmetry by using an operator which uses an axiom schema to generate a specific instance of the symmetry axiom for this relation.  The axiom can be checked to make sure that it is consistent with all of the relationship instances.  If so, an attempt can be made to prove that the relation is symmetric.  If the relationship instances are all consistent but the proof fails, then the symmetry axiom can be put on a list of interesting hypotheses, ordered by fuzzy evidence intervals.


This process can be generalized to a set of axioms, where a homomorphism can map each relation or predicate of one class to a relation or predicate of another class.  If all of the instances of the first class satisfy the intent of the second class for the given homomorphism or isomorphism, then the inverse homomorphic images of the theory for the second class can be added to the first class with high fuzzy evidence bounds.  

The theorems of a class can include the theorems that describe operators of that class, and the theorems about these operators can be used to search a state-space graph and make plans.  The states in this state-space graph are basically classes, since they contain a conjunction of predicates that are true in the given state.  This kind of state-space search is fairly standard in artificial intelligence, with operators having a precondition and a set of additions and deletions of predicates.  In our case, however, the preconditions and the unions/deletions can be normalized using the SDNF, so that similar states can be merged.  It is also possible to notice that one plan splits another plan into various cases by checking the subsumptions among the reachable states.   As mentioned previously, state J contains (i.e. generalizes) state K if SDNF(K~J) = false.  That is, it can be checked if the start/stop states of an edge generalize the start/stop states of the subgraph replacing that edge in the refined plan.  In this way, top-down refinement can be used to automatically refine process descriptions until they satisfy the output constraints for any input instance.

7. SUMMARY and conclusions

Fuzzy class algebra provides a good framework for automated discovery of interesting classes, relations, and operator sequences.
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